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• This Lecture:

• A brief introduction to Machine Learning (ML) for the absolute beginner

• The basic concepts behind decision trees and neural networks

• Example application of neural networks on image classification



Definitions

• Definition (there are tens of them):

• “Machine Learning at its most basic is the practice of using algorithms 

to parse data, learn from it, and then make a determination or prediction 

about something in the world” – Nvidia

• “Machine learning is the science of getting computers to act 

without being explicitly programmed” – Stanford

• “Machine learning is based on algorithms that can learn from data 

without relying on rules-based programming” – McKinsey & Co

• “The field of Machine Learning seeks to answer the question 

‘How can we build computer systems that automatically improve 

with experience, and what are the fundamental laws that govern 

all learning processes?’” – Carnegie Mellon University



Learning from data

• Mentioned experience/learning:

• Experience means learning from data and not from predefined 

explicit description of data

• For example, telling a cat image from a dog image:



Learning from data

• Mentioned experience/learning:

• Experience means learning from data and not from predefined 

explicit description of data

• For example, telling a cat image from a dog image:

• We could write a program that finds if there are ears protruding from the head,

put a limit on the ratio of the ear length to the face length and classify the above

two images 



Learning from data

• Mentioned experience/learning:

• Experience means learning from data and not from predefined 

explicit description of data

• For example, telling a cat image from a dog image:

• But what about this dog?

• Writing explicit code for such a program is inefficient



Learning from data

• Mentioned experience/learning:

• Experience means learning from data and not from predefined 

explicit description of data

• Instead of explicit description of data, we build a computer algorithm which

through some given rules and procedures will learn from the data



Application

• Examples of learning tasks:

• Image recognition, face recognition

• Optical character/digit recognition

• Speech recognition

• Games

• Medical diagnosis

• …. and many more …



Areas of ML

• Some areas of ML:

• Classification: assign a category to each object

• Regression: predict a real value for each object

• Ranking: order objects according to some criterion

• Clustering: partition data into homogeneous groups

• Dimensionality reduction: find lower-dimensional manifold preserving 

some properties of data

• Density estimation: learning probability distribution according to 

which data has been sampled



Main types

• Two main types of ML:

• Supervised learning: the data are labeled so there is a ground truth. 

We can evaluate the performance of the algorithm against the ground truth

• Unsupervised learning: there is no ground truth in the data, 

the algorithm tries to find inherent structures and patterns



Terminology

• Some terminology:

• Example: an object or instance in data used

• Features: a set of attributes describing the data

• Target: 

• In classification problems: the categories of objects to be predicted, 

often called labels

• In regression: the values of the data to be predicted



Terminology

• Some terminology:

• Training data: data used for training the algorithm, containing features and 

in the case of supervised learning also the targets

• Validation data: data used to tune the model parameters

• Test data: data used to independently assess the generalization and

the performance/predictive power of the model

Important: there should be no overlap between the above mentioned data sets



Terminology

• Some terminology:

• Generalization: the goal is not to memorize data. When the algorithm works well 

on the training dataset and doesn’t work on the test data, this is called overfitting



Decision trees

• Decision trees:

• Intuitively easy to explain, as they closely resemble human decision making 

• Can be displayed graphically

• They can be less robust and powerful than other methods



Decision trees

• Decision trees:

• A simple example for a classification problem



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches
nodes



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches
leaves



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches
branch



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches

• Alternative names:



Decision trees

• Decision trees:

• A simple example for a classification problem

• Decision trees have nodes, leaves and branches

• (Decision) Node is where a question is asked 

and a decision (splitting) follows

• Splitting is the process of dividing the data reaching a node 

according to some criterion

• Leaves are nodes that do not split further, also called terminal nodes

• Branch is a subsection of the tree

• Pruning is the opposite of splitting



Decision trees

• How a classification decision tree works:

• We need to predict if an instance of the dataset belongs to 

one of the available classes

• Once trained, the data will flow through the structure of the tree 

towards the leaves



Decision trees

• How a classification decision tree is trained:

• Of course we don’t program each decision node (question) explicitly,

that wouldn’t be ML

• Instead we let the algorithm learn how to ask the questions and 

define their sequence in the most efficient manner

• The algorithm will learn that from the data



Decision trees

• How a classification decision tree is trained:

• Of course we don’t program each decision node (question) explicitly,

that wouldn’t be ML

• Instead we let the algorithm learn how to ask the questions and 

define their sequence in the most efficient manner

• The algorithm will learn that from the data

• We need to 

• Provide the data

• Decide parameters: max size of tree, pruning etc

• Provide method to evaluate a decision for splitting according to a criterion



Decision trees

• Provide method to evaluate a decision for splitting according to a criterion:

• This is NOT telling to the algorithm what the question should be!

• It is telling what metric to use to evaluate the best question to ask at each node



Decision trees

• Provide method to evaluate a decision for splitting according to a criterion:

• This is NOT telling to the algorithm what the question should be!

• It is telling what metric to use to evaluate the best question to ask at each node

• Example of a bad question: is the person taller than 1.75 m or shorter?

• If the fraction of people taller than 1.75 m that will go for a beer is similar

to the fraction of people shorter than 1.75 what will go for a beer, 

the tree won’t learn much



Decision trees

• Provide method to evaluate a decision for splitting according to a criterion:

• Such a method would be the information gain (IG) we would get 

according to the entropy (H) of the data after the splitting



Decision trees

• Provide method to evaluate a decision for splitting according to a criterion:

• Such a method would be the information gain (IG) we would get 

according to the entropy (H) of the data after the splitting

• The entropy H(S) is a measure of the amount of the randomness (uniformity) 

in the data in the current state S:

where x is one type of outcome out of all possible X outcomes and p(x) is the 

probability of the type x outcome in the data in the current state S.

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)



Decision trees

• Provide method to evaluate a decision for splitting according to a criterion:

• Such a method would be the information gain (IG) we would get 

according to the entropy (H) of the data after the splitting

• The entropy H(S) is a measure of the amount of the randomness (uniformity) 

in the data in the current state S:

where x is one type of outcome out of all possible X outcomes and p(x) is the 

probability of the type x outcome in the data in the current state S.

• H(s)=0 for all outcomes being of the same type 

• For the case of two types of possible outcomes, if half of them are of one type 

and half of them of the other type, H(s)=1

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)



Decision trees

• Entropy calculation example:

• Tossing a coin 10 times and getting 5 times head and 5 times tails

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=

5

10
log2

1

ൗ5 10

+
5

10
log2

1

ൗ5 10

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
= log2

1

ൗ5 10

= 1



Decision trees

• Entropy calculation example:

• Tossing a coin 10 times and getting 4 times head and 6 times tails

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=

4

10
log2

1

ൗ4 10

+
6

10
log2

1

ൗ6 10

= 0.9726



Decision trees

• Entropy calculation example:

• Tossing a coin 10 times and getting 2 times head and 8 times tails

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=

2

10
log2

1

ൗ2 10

+
8

10
log2

1

ൗ8 10

= 0.7213



Decision trees

• Entropy calculation example:

• Tossing a coin 10 times and getting 0 times head and 10 times tails

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
10

10
log2

1

ൗ10
10

= 0



Decision trees

• Having defined the entropy of a state of our data, the metric for splitting 

is the information gain:

with S the state of data and A a feature of the data 

• p(A) here is the probability of a feature A to happen and H(x) the entropy 

of possible final outcomes given a value of the feature A

𝐼𝐺 𝑆, 𝐴 = 𝐻 𝑆 − 𝐻(𝑆, 𝐴)

𝐼𝐺 𝑆, 𝐴 = 𝐻 𝑆 −෍𝑝 𝐴 𝐻(𝑥)



Decision trees

• Having defined the entropy of a state of our data, the metric for splitting 

is the information gain:

with S the state of data and A a feature of the data 

• Expresses the change in entropy from the previous state of data, 

after a splitting happens according to a feature A

• Ideally we would like to go, with positive steps of IG(S,A), from a high entropy 

to 0 entropy

• 0 entropy means that all the data in a node are only of one type

• Comprehensive example follows

𝐼𝐺 𝑆, 𝐴 = 𝐻 𝑆 − 𝐻(𝑆, 𝐴)

𝐼𝐺 𝑆, 𝐴 = 𝐻 𝑆 −෍𝑝 𝐴 𝐻(𝑥)



Decision trees

• Data showing whether a person decides to play golf depending on 

some weather features



Data

• Data showing whether a person decides to play golf depending on 

some weather features

Final outcome 

(class to be 

predicted)Features



Current entropy

• Start from the whole data set S and calculate its base entropy at this stage:

Yes: 9, No: 5, Total: 14

𝑝 𝑦𝑒𝑠 =
9

14
𝑝 𝑛𝑜 =

5

14

𝐻 𝑆 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=

9

14
log2

1

ൗ9 14

+
5

14
log2

1

ൗ5 14

= 0.94



All data - Wind

• Calculate entropy according to a feature. Let’s start with wind:

Weak Wind: 8, Strong Wind: 6, Total: 14

Out of 8 Weak Wind: 6 Yes and 2 No

𝑝 𝑤𝑒𝑎𝑘 =
8

14
𝑝 𝑠𝑡𝑟𝑜𝑛𝑔 =

6

14

𝐻(𝑆𝑤𝑒𝑎𝑘) = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
6

8
log2

1

ൗ6 8

+
2

8
log2

1

ൗ2 8

= 0.82

𝑝 𝑤𝑒𝑎𝑘, 𝑦𝑒𝑠 =
6

8
𝑝 𝑤𝑒𝑎𝑘, 𝑛𝑜 =

2

8



All data - Wind

• Calculate entropy according to a feature. Let’s start with wind:

Weak Wind: 8, Strong Wind: 6, Total: 14

Out of 6 Strong Wind: 3 Yes and 3 No

𝑝 𝑤𝑒𝑎𝑘 =
8

14
𝑝 𝑠𝑡𝑟𝑜𝑛𝑔 =

6

14

𝐻(𝑆𝑠𝑡𝑟𝑜𝑛𝑔) = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
3

6
log2

1

ൗ3 6

+
3

6
log2

1

ൗ3 6

= 1

𝑝 𝑠𝑡𝑟𝑜𝑛𝑔, 𝑦𝑒𝑠 =
3

6
𝑝 𝑠𝑡𝑟𝑜𝑛𝑔, 𝑛𝑜 =

3

6



All data - Wind

• Having calculated:

the information gain when splitting according to the feature Wind is:     

𝑝 𝑤𝑒𝑎𝑘 =
8

14
𝑝 𝑠𝑡𝑟𝑜𝑛𝑔 =

6

14
𝐻(𝑆𝑠𝑡𝑟𝑜𝑛𝑔) = 1𝐻(𝑆𝑤𝑒𝑎𝑘) = 0.82

𝐼𝐺 𝑆,𝑊𝑖𝑛𝑑 = 𝐻 𝑆 −෍𝑝 𝐴 𝐻 𝑥, 𝐴 =

𝐻 𝑆 − 𝑝 𝑤𝑒𝑎𝑘 𝐻 𝑆𝑤𝑒𝑎𝑘 − 𝑝 𝑠𝑡𝑟𝑜𝑛𝑔 𝐻(𝑆𝑠𝑡𝑟𝑜𝑛𝑔)

𝐻(𝑆) = 0.94

𝐼𝐺 𝑆,𝑊𝑖𝑛𝑑 = 0.94 −
8

14
0.82 −

6

14
1.00 = 0.04



All data - Humidity

• Calculate entropy according to a feature. Humidity:

High Humidity: 7, Normal Humidity: 7, Total: 14

Out of 7 High Humidity: 3 Yes and 4 No

𝑝 ℎ𝑖𝑔ℎ =
7

14
𝑝 𝑛𝑜𝑟𝑚𝑎𝑙 =

7

14

𝐻(𝑆ℎ𝑖𝑔ℎ) = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
3

7
log2

1

ൗ3 7

+
4

7
log2

1

ൗ4 7

= 0. 98

𝑝 ℎ𝑖𝑔ℎ, 𝑦𝑒𝑠 =
3

7
𝑝 ℎ𝑖𝑔ℎ, 𝑛𝑜 =

4

7



All data - Humidity

• Calculate entropy according to a feature. Humidity:

High Humidity: 7, Normal Humidity: 7, Total: 14

Out of 7 Normal Humidity: 6 Yes and 1 No

𝑝 ℎ𝑖𝑔ℎ =
7

14
𝑝 𝑛𝑜𝑟𝑚𝑎𝑙 =

7

14

𝐻(𝑆𝑛𝑜𝑟𝑚𝑎𝑙) = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
6

7
log2

1

ൗ6 7

+
1

7
log2

1

ൗ1 7

= 0.59

𝑝 𝑛𝑜𝑟𝑚𝑎𝑙, 𝑦𝑒𝑠 =
6

7
𝑝 𝑛𝑜𝑟𝑚𝑎𝑙, 𝑛𝑜 =

1

7



All data - Humidity

• Having calculated:

the information gain when splitting according to the feature Humidity is:     

𝑝 ℎ𝑖𝑔ℎ =
7

14
𝑝 𝑛𝑜𝑟𝑚𝑎𝑙 =

7

14
𝐻(𝑆𝑛𝑜𝑟𝑚𝑎𝑙) = 0.59𝐻(𝑆ℎ𝑖𝑔ℎ) = 0.98

𝐼𝐺 𝑆, 𝐻𝑢𝑚𝑖𝑑𝑖𝑡𝑦 = 𝐻 𝑆 −෍𝑝 𝐴 𝐻 𝑥, 𝐴

= 𝐻 𝑆 − 𝑝 ℎ𝑖𝑔ℎ 𝐻 𝑆ℎ𝑖𝑔ℎ − 𝑝 𝑛𝑜𝑟𝑚𝑎𝑙 𝐻(𝑆𝑛𝑜𝑟𝑚𝑎𝑙)

𝐻(𝑆) = 0.94

𝐼𝐺 𝑆, 𝐻𝑢𝑚𝑖𝑑𝑖𝑡𝑦 = 0.94 −
7

14
0.98 −

7

14
0.59 = 0.16



First node

• Growing a decision tree, trained on the data of these 14 days

• What would the algorithm choose as the first decision node according to 

the information gain based on entropy?

• For each of the features:

𝐼𝐺 𝑆,𝑊𝑖𝑛𝑑 = 0.04

𝐼𝐺 𝑆, 𝐻𝑢𝑚𝑖𝑑𝑖𝑡𝑦 = 0.16

𝐼𝐺 𝑆, 𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 = 0.03

𝐼𝐺 𝑆, 𝑂𝑢𝑡𝑙𝑜𝑜𝑘 = 0.25



First node

• Growing a decision tree, trained on the data of these 14 days

• What would the algorithm choose as the first decision node according to 

the information gain based on entropy?

• For each of the features :

• The first node will be Outlook and the tree will look like:    

𝐼𝐺 𝑆,𝑊𝑖𝑛𝑑 = 0.04

𝐼𝐺 𝑆, 𝐻𝑢𝑚𝑖𝑑𝑖𝑡𝑦 = 0.16

𝐼𝐺 𝑆, 𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 = 0.03

𝐼𝐺 𝑆, 𝑂𝑢𝑡𝑙𝑜𝑜𝑘 = 0.25



Split Overcast

• Then we take each split from Outlook and perform the same procedure for the 

remaining features. For example take the split Overcast. The data now is:

• This is a terminal node/leaf (all yes for Overcast weather)



Split Sunny

• Then we take each split from Outlook and perform the same procedure for the 

remaining features. For example take the split Overcast. The data now is:

• Need to check if we will split this according to Temperature, Humidity or Wind



Decision trees

• Growing a decision tree, trained on the data of these 14 days

• What would the algorithm choose as the first decision node according to 

the information gain based on entropy?

• Then we take each split and perform the same procedure for the remaining

features. For example take the split Sunny. The data now is:

Yes: 2, No: 3, Total: 5

𝑝 𝑦𝑒𝑠 =
2

5
𝑝 𝑛𝑜 =

3

5

𝐻 𝑆𝑠𝑢𝑛𝑛𝑦 = ෍

𝑥∈𝑋

𝑝 𝑥 log2
1

𝑝(𝑥)
=
2

5
log2

1

ൗ2 5

+
3

5
log2

1

ൗ3 5

= 0.97



Decision trees

• Growing a decision tree, trained on the data of these 14 days

• What would the algorithm choose as the first decision node according to 

the information gain based on entropy?

• Repeating what we did before:

• Resulting in Humidity being the next decision node

𝐼𝐺 𝑆𝑆𝑢𝑛𝑛𝑦 , 𝐻𝑢𝑚𝑖𝑑𝑖𝑡𝑦 = 0.97

𝐼𝐺 𝑆𝑆𝑢𝑛𝑛𝑦 , 𝑇𝑒𝑚𝑝𝑒𝑟𝑎𝑡𝑢𝑟𝑒 = 0.57

𝐼𝐺 𝑆𝑆𝑢𝑛𝑛𝑦 ,𝑊𝑖𝑛𝑑 = 0.019



Decision tree

• Final decision tree:



Artificial Neural Networks

• Artificial Neural Networks (ANN) or simply Neural Networks (NN):

• Are computing systems made up of a number of simple, highly interconnected, 

processing elements which process information by a dynamic state response 

to external inputs



Artificial Neural Networks

• Artificial Neural Networks (ANN) or simply Neural Networks (NN):

• Are computing systems made up of a number of simple, highly interconnected, 

processing elements which process information by a dynamic state response 

to external inputs

• A brief introduction in this lecture. More details about NN and 

their applications in Medical Physics in:

“Digital Image Processing in Medical Physics” 

Prof. Riboldi, Prof. Landry. Dr. Kurz, SoSe – Montag 8:00 – 10:00



Artificial Neural Networks

• Artificial Neural Networks (ANN) or simply Neural Networks (NN):

• Are computing systems made up of a number of simple, highly interconnected, 

processing elements which process information by a dynamic state response 

to external inputs

• The name is inspired from their conceptual similarity of each processing element 

to human neurons



Artificial Neural Networks

• Artificial Neural Networks (ANN) or simply Neural Networks (NN):

• Are computing systems made up of a number of simple, highly interconnected, 

processing elements which process information by a dynamic state response 

to external inputs

• The name is inspired from their conceptual similarity of each processing element 

to human neurons

• Neural networks can be trained on data to predict similar data

• Training/learning is done by optimizing the function of each neuron so that 

the final net result of the whole network (the ensemble of all neurons) can 

make accurate predictions



Artificial Neural Networks

• Focusing on a neuron:

• It will first calculate the weighted sum of all inputs and add a bias

• The weights and bias is what will be optimized in the training/learning phase

𝑆 = 𝑤1 ∙ 𝑖𝑛𝑝𝑢𝑡1 +⋯+𝑤𝑛 ∙ 𝑖𝑛𝑝𝑢𝑡𝑛 +𝑏𝑖𝑎𝑠



Artificial Neural Networks

• Focusing on a neuron:

• S would be just a linear function which doesn’t provide flexible learning. 

We need non-linearities

• An activation function is applied on S and the result is the output of the neuron



Artificial Neural Networks

• Focusing on a neuron:

• An activation function is applied on S and the result is the output of the neuron

• A step function is a simple idea but doesn’t work well. As neurons are connected 

and we want to fine tune each neuron, it is important to know by how much

a neuron is activated from given inputs, instead of a binary on/off state

• Sigmoid functions are much better suited



Artificial Neural Networks

• Focusing on a neuron:

• Commonly used 

activation functions



Artificial Neural Networks

• A graphical representation of a neural network:

• There is an input layer, an output layer and a number of hidden layers

• Hidden layers are just layers of neurons that do no receive directly inputs from 

the original data nor are the final output of the network 

(so despite their name, nothing mysterious)



Artificial Neural Networks

• Some basic types of NN:

• Fully connected: all neurons from one layer are 

connected to all neurons of next network

• Convolutional: each layer learns a filter to be applied

in an image (it can be higher dimensions than 2D)

• Recurrent: each node of a network is connected to 

every other node in the successive layer



Artificial Neural Networks

• There are many more advanced types and variations:



Artificial Neural Networks

• Training a neural network means adjusting the weights and biases until we get it

to predict the correct answer with sufficient accuracy

• One needs to define a metric for the accuracy. This is done by the cost function, 

more often called loss function

• The loss function basically quantifies how far off the prediction is from the 

ground truth



Artificial Neural Networks

• Some example loss functions for regressions problems:

• Mean square error/quadratic loss/L2 loss

• Man absolute error/L1 loss

• Mean bias error



Artificial Neural Networks

• Some example loss functions for classification problems:

• Hinge loss/Multi class support vector machine loss

where sj is the score for the wrong classes and syi is 

the score for the correct class



Artificial Neural Networks

• Some example loss functions for classification problems:

• Hinge loss/Multi class support vector machine loss



Artificial Neural Networks

• Some example loss functions for classification problems:

• Hinge loss/Multi class support vector machine loss

• Type equation here.

𝑆𝑉𝑀𝐿𝑜𝑠𝑠 = max(0, 1.49) − −0.39 + 1 +max(0, 4.21 − −0.39 + 1)

𝑆𝑉𝑀𝐿𝑜𝑠𝑠 = max 0, 2.88 + max 0, 5.6 = 2.88 + 5.6 = 8.48

High loss due to incorrect prediction 

(highest score is not for dog class)



Artificial Neural Networks

• Some example loss functions for classification problems:

• Hinge loss/Multi class support vector machine loss

• Type equation here.

𝑆𝑉𝑀𝐿𝑜𝑠𝑠 = max(0, −4.61) − 3.28 + 1 +max(0, 1.46 − 3.28 + 1)

𝑆𝑉𝑀𝐿𝑜𝑠𝑠 = max 0,−6.89 + max 0,−0.82 = 0

Zero loss due to correct prediction 

(highest score is for cat class)



Artificial Neural Networks

• Some example loss functions for classification problems:

• Cross entropy/Negative log likelihood

Where M all the possible classes, c is the predicted class, yo,c is the ground truth

score for class c and po,c is the predicted score for class c

• For example, if there are 4 classes of images (M=4) and an image is of the 

second class [0, 1, 0, 0] and predicted as [0.2, 0.3, 0.4, 0.1] then:

• Which penalizes difference from the correct class, but ignores the wrong answers

𝐶𝑟𝑜𝑠𝑠𝐸𝑛𝑡𝑟𝑜𝑝𝑦𝐿𝑜𝑠𝑠 = −෍

𝑐=1

𝑀

𝑦𝑜,𝑐 ∙ 𝑙𝑜𝑔 𝑝𝑜,𝑐

𝐶𝑟𝑜𝑠𝑠𝐸𝑛𝑡𝑟𝑜𝑝𝑦𝐿𝑜𝑠𝑠 = −0 ∙ 𝑙𝑜𝑔 0.2 − 1 ∙ 𝑙𝑜𝑔 0.3 − 0 ∙ 𝑙𝑜𝑔 0.4 − 0 ∙ 𝑙𝑜𝑔 0.1 = 0.523



Artificial Neural Networks

• To train the network, the weights and biases need to be adjusted iteratively 

in order to minimize the loss function

• The minimization of the loss function is done via gradient descent to find minimum

• Gradient descent moves in the direction of the 

negative gradient with a step proportional to the 

gradient



Artificial Neural Networks

• In very simple one dimensional function cases, we need to calculate the derivative

• In the case of a neural network, there is a very large number of parameters 

(inputs, neuron functions etc), which means a large number of partial derivatives

• The procedure of finding all these partial derivatives is called backpropagation

• We start calculating all gradients backwards (from the prediction towards the input)



Artificial Neural Networks

• In very simple one dimensional function cases, we need to calculate the derivative

• In the case of a neural network, there is a very large number of parameters 

(inputs, neuron functions etc), which means a large number of partial derivatives

• The procedure of finding all these partial derivatives is called backpropagation

• We start calculating all gradients backwards (from the prediction towards the input)



Artificial Neural Networks

• Backpropagation schematically:



Artificial Neural Networks

• Training takes place iteratively until the algorithm sees all the training data 

multiple times

• An epoch is one pass of all the training data

• Batch size is the number of training examples that go 

through the code in one pass

• The number of iterations or steps is the number of passes in an epoch

• Example: if we have 50000 data examples and we use a batch size of 1000,

50 iterations are needed to complete an epoch



Artificial Neural Networks

• Training takes place iteratively until the algorithm sees all the training data 

multiple times

• A few words about learning rates (how fast we approach minimum loss)


