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Artificial neurons

 Artificial neuron — single unit (perceptron)
* Calculates arbitrarily complex function of a given set of inputs (Xy,..., X,)
* The output is modulated through a specific activation function
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Artificial neurons — class separation

Let us consider an input vector X. We aim at find the correct weights W so that X is
classified is two separate classes ¢, and C,:

>0 if x€E€cy

_wT _
2= WX+ Wy {<O if X €c,

The perceptron can be trained to perform class separation in an iterative manner.
Let us define x = [x{, X3, ..., X, 1]T and w = [wy,w,, ..., w,,, w,41]7 then we can write

>0 if x€cq

_ Wl —
z:_Wx_{<0if;\c6c2

We will consider initialization of weights with random values at iteration 1 and a given
correction increment (known as learning rate) a > 0




Artificial neurons — class separation

At each iteration k =1,2,...
1. Ifx(k) € ¢c; and wl(k)x(k) <0 then

wk+1) =w(k) + ax(k)

2. Ifx(k) € c; and wl(k)x(k) = 0 then
wk+1) =w(k) — ax(k)

3. Otherwise let

wk+1) =w(k)




Class separation — example

FIGURE 12.22

{a) The simplest
two-class example
in 2-D, showing one
possible decision
boundary out of an
infinite number of
such boundaries.
(b) Same as (a), but
with the

decision boundary
expressed using
more general
notation.

WXy + WX, + Wy =0

xZDEC:

_ T _ T
x =[x, %z, ., 2, 1 ) x=[331] Find weights w = (w;, w, W) so
that the separation line is

_ T
xp = [1,1,1] defined
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Class separation — example

Let us consider a = "1 and w(1) = [0, 0, 0]7

Fork=1,x(1) =[3,3,1]7 € ¢

3
wi(Dx(1)=[0 0 0] [3] =0 # w2) =w(l) + ax(1) =
1

+ (1)

0
0
0

I

Fork=2,x(2) =[1,1,1]7 € c,

1 3 1 2
wl(2)x(2)=[3 3 1] [1] =7 # wi3) =w(2) —ax(2) = [3] — (1) [1] = [2]
1 1 0

1




Class separation — example

Fork=3,x(3) =[3,3,1]T € ¢4

3 2
wli3)xB)=1[2 2 0] [3‘ =6>0 # w(4) =w(3) = [2]
1 0

Fork=4,x(4) =[1,1,1]T € ¢,

1 2 1 1
wi(@x(4)=[2 2 0] {1] =4 # w(5) =w4) —ax(4) = [2] — (1) ll] = [ 1 ]
1 0 1 —1

l Converges to:

1
w=w(12)=[1]
—3
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Class separation — example

1
—3

dix)=d(x, x)=x +x, — 3
&

ab

FIGURE 12.24

(a) Segment

of the decision
boundary learned
by the perceptron
algorithm.

(b) Section of the
decision surface.
The decision
boundary is the
intersection of the
decision surface
with the x;x,-
plane.




Artificial Neural Networks (ANNs)

Feed forward ANN architecture
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Activation functions

1.0 ' 1.0 [
Wz)=-— h(z) = tanh(z) h(z) = max(0.2)
l+es ) ' 1 ifz=0
W(z) = hz)[1-h(2)] 05 | W(@)=1-[h(2) | " ‘{u if 250 _
0.5t 0o - ]
2 5
_{]j 4
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FIGURE 12.30 Various activation functions. (a) Sigmoid. (b) Hyperbolic tangent (also has a sigmoid shape, but it is
centered about 0 in both dimensions). (c) Rectifier linear unit {ReL.U).




Forward pass — feed forward ANN

A forward pass through a feed forward ANN maps the input layer (i.e. values of X) to the
output layer. We implicitly assume here that weights and biases are known (i.e. the ANN
is trained or we are in a given iteration)
The outputs of layer 1 are the input vector X components:

aj(l) =x; J=12,..,n

The output of neuron i in layer £ is given by:

nyi—1

ai(®) = h(z() = h| Y wi(Da(¢ = 1) + b(?)
j=1

fori=1,2,....,n; and £=2,...,.L

The final ANN output is as follows:

a;(L) = h(z;(L)),

AAAAAAAAAA



Forward pass — matrix formulation

Let us express it in a matrix formulation:

aj(l) =x; j=12,..,n 2> a(l) =x

a,(£) = h(z;(®)) = h (T3 wi;(D)a;(f — 1) + b;(#)) fori=12,..n and £=2,...

l( wi1(€) o Wi, () )]
> W) = : :
Wnll (f) o Wnlnl_l (e)

2>z({)=WH)af-1)+b(#¥), £=2,..,L

[hz ()]
hlz, ()] Process all inputs in 1 pass relying on

2> a(?) = hl|lz(¥)]| = ‘

alt) [2(0)] matrix products

|h|zn, (O)]]

NNNNNNN




ANN training

ANNs are defined completely by their weights, biases and activation functions

ANN training refers to the use of one of more sets of data to estimate these
parameters

The procedure is called supervised training as input/ output data are known

The most applied technique uses the backpropagation algorithm:

Input the known data

Forward pass to calculate the ANN output and estimation of error

Backward pass to estimate required changes in the parameters so that the error is
reduced

Update weights and biases in the network




Backpropagation

The error in the output layer of neuron j (where we actually know the desired output
I in supervised learning) is given by:

1 2 .
E; = > (rj — aj(L)) for)=1,2,....n,

The output error with respect to a single input X is the sum of the errors of all
output neurons with respect to that vector:

2
F=) =5 (- qw) =5lr-aw)l
j=1 ]=1

The total network output error over all training inputs is defined as the sum of errors
of the individual inputs.




Backpropagation

We aim at finding the weights that minimize the total error.

The most widely used training algorithm is the back-propagation algorithm

The backpropagation algorithm is a learning scheme where the error is back-
propagated layer by layer and used to update the weights. The algorithm is a gradient-
descent method that minimizes the error between the desired outputs and the actual

outputs calculated by the ANN.

Starting from the output layer:

SE
5z;(L)

§;(L) =

Chain rule
OF 5aj(L) B OF 5h(zj(L)) B

) 50 ~ba,(L) 6z(L) oa;L) oz(L) _5aj(L)’h'(Zf(L))

UUUUU



Backpropagation

Considering E; = %(r] — aj(L))2 forj=1,2,....,n_

6;(L) = &sz) - R (Zj(L)) =\[aj(L) Ui (Zj(L))

\

Can be computed by
observing the ANN output
and knowing the activation
function

In the hidden layers:

OE

If we can express §;(£) as a function of §;(£ + 1), we can backpropagate errors
from the output layer ...

IIIIIIIIIIII




Backpropagation

(£+ 1) 6a;(¢) 6z(f)

= 1 (z()) z wi; (£ + 16 (£ + 1)
i \_Y_/

‘ ' Backpropagation step

5Zi(‘£ + 1)
= Z 5,6 + 1) ' (2(£))

To make this effective, we need to express variations of the
error as a function of weights (to be optimized)




Backpropagation
We can apply again the chain rule:

OF _ OF 5Zl('£) — 5.(¢ 521('8)
Swii(€) ~ 5z,(8) Swy (&) i( )'5wij(£)

= (Sl(f) a](f - 1)

The following gradient can be used to update the weights iteratively in a gradient descent
approach:

OF
wii(£) = w;j(#) —a—=w;;({) —a §;(£) a;(£ — 1)

Owij S| E—
l Forward pass
Back propagation

" Learning rate
A similar relationship hold for the bias:

bi(¥) = bi(¥) — « = b;(¥) — ad;(¢)

6b;(£)

AAAAAAAAAAA



Backpropagation — matrix formulation

X =)  Matrix containing different inputs as columns

Starting from the output layer:

1 [ OFE
h'(z1(L))
sw] | 2a® Rl TR
5(L) = [ %) | = day (L) mzl) = Say(L) [© "z (L)
S, W] || 5 5o || [P @ @)
_5anL (L) h (ZnL (L))_ _6anL (L)_
Slide 19 Element-wise product

o)
= 1) =55 0 H(z() = (L) = @) -1 O K1)

Slide 20
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Backpropagation — matrix formulation

6(L) = (a(l) —r) © h'(z (L))

l arranging inputs column-wise (np columns)
D(L) = (A(L) —R) © Rh'(Z (L))

Considering inner layers:

5;(£) = h'(zi(f))z Wii(E+ DO+ D) | ey po) = WT (£ +1) D +1)) O R (Z ()

Slide 21




Backpropagation — matrix formulation

W) =W —aD@®) AT(£ - 1)

1 &
b(£) = b(£) — a— 2 8,.(0)

=

Where 65 (¥) is the k-th column of matrix D(#).
We form matrix B(¥) of size n, x n, by concatenation in the horizontal direction:

B(?) = concatenatenptimes{b({’)}




Step
Step 1

Step 2

Step3

Step 4

Backpropagation —

Description
Input data

Forward pass

Backpropagation

Update weights and biases

matrix formulation

A1) =X

For ¢ = 2,...L compute Z(¥)
=WH) A — 1) + B(¥); A(P)
= h(Z(®)); h'(Z(¥)) and

D(L) = (A(L) — Z)Oh'(Z(L))

For =L—1,L—2,..2 compute D(¥)
=WT(+1)D{ + 1)Oh (Z(¥))

Forf=2,..,L
W) =w®) — ang(e) AT -1)

b(£) = b(f) — a z 5,.(f)

k=1
B(?) = concatenatenptimes{b ()}




Machine learning

The process of adjusting the weights to achieve a model for classification is known as
machine learning, i.e. the network learns from examples

The process is clearly dependent on the structure of the network (number of layers,
selected activation functions, etc...) and the data selected for training

Expertise is required to tune the parameters in
order to achieve best results. Suboptimal
selection results in overfitting the training
data (lack of generalization capabilities)

-  Good training

overfitting



Machine learning - datasets

The overall dataset is split in to training, validation and testing:

—_—

* Training 2 determine ANN parameters

Under-estimate

» Validation = evaluate models and check generalization the actual error

capabilities

» Testing 2 independent evaluation (unbiased estimate)

Training Validation

=~ 50% = 25%

The division assumes enough data are available.




Prediction Error

Machine learning - datasets

High Bias Low Bias
Low Variance High Variance
- - —————— D e e e - —
Test Sample
Training Sample
Low High

Model Complexity




Machine learning - datasets

More sophisticated techniques (especially useful when you don’t have much
data):

* Cross-validation Division (“resampling”) of

* Bootstrap the training dataset

Dataset

Training




Cross-validation

Split the training dataset into N subsets - N-fold cross validation

Remove one subset, optimize your model on the kept N-1 subsets and estimate
prediction error for the removed subset

N

L%
CV(N) — z gEk
k=1

where Ej}, is the error of the networks trained when part k of the training dataset
has been removed, and ny is the correspondent number of observations.

When setting n = N, the special case is called leave one out cross validation




Bootstrap

* Randomly draw n events with replacement out of the data sample of size n = one
bootstrap replica

* Optimize model on a bootstrap replica and see how well it predicts the behavior of
the original sample

* Theissue us that the error calculation does not necessarily exclude data that were
used for training

* Alternative: to estimate error at a given data point k, use only those replicas that do
not contain point k (“leave-one-out” method)




Machine learning for medical imaging

C, 5 C- 5. iy |
uapast feanwe maps  feature maps feature maps feature maps outpait
32x 32 28x 18 14x 14 10x 10 Sxd

________ NN N
HH'. ':' -Hﬂ-
=l \"\ . ‘H.
== \‘x\ ooy
: NN o N\

convolunon 2xl HH {:E' fully N
subsamphag N\, <ounected N

feature extraction classification

https://doi.org/10.1007/978-3-319-65981-7_12




Machine learning vs. deep learning

Feature extraction Prediction model

Conventional Machine Learning pipeline

Feature = traction Prediction

Deep Learning




V4

I
14

Convolutional Neural Networks (CNNs) are inspired by the working principles of
the visual cortex: individual cortical neurons respond to stimuli only in a restricted
region of the visual field known as the receptive field. The receptive fields of
different neurons partially overlap such that they cover the entire visual field

Deep learning - CNN

\//
Vv

CNN is a feed-forward network that can extract topological properties from an
image

Like almost every other neural networks they are trained with a version of the back-
propagation algorithm

Convolutional Neural Networks are designed to recognize visual patterns directly
from pixel images with minimal preprocessing




Convolutional Neural Networks (CNNs)

Convolution + Bias + Activation Comvolution
| +
S Subsampling E!:"" @ [0
— 1 : Activation ‘RO _ .
T 5 |-o= > coO
L \"‘_ 5 o =0-0
- ! N i) | — u
Receptive field ' . Subsampling __ ~ D P E t
i »
N ‘ ‘ o e ’
: : n
]| . . O o
O] Y e @
= 0
Input image Feature maps it Pooled Fully connected
feature neural net
maps

* CNNs take spatial information into account so that neighboring pixels are analyzed
together (convolution based with a kernel in a given receptive field)

* The receptive field is moved for convolution with a step that is called stride (normal
convolution has stride 1)

« ACNN is organized as a set of different layers, where output of a current layer is used as an
input for the next layer

e Subsampling is used when moving across layers in a forward pass

LUDWIG-
MAXIMILIANS- v
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Convolutional Neural Networks (CNNs)

Subsampling / pooling reduced dimensionality across layers:
* Average pooling

* Max pooling

* L2 pooling (L2 norm)

Convolution + bias + activation
5 x5 Receptive field
(O

om0 [t 2 ¥ 2 Pooling neighborhood
723208 el #0 /Subsampling

FIGURE 12.41

Top row: How the
sizes of receptive
fields and pooling
neighborhoods
affect the sizes of
feature maps and
pooled feature
maps.

Bottom row: An
image example.

Pooled

? . feature map
This figure is .
explained in more © (size 12 X 12)
detail in Example . Feature map
12.17. (Image Input image (size 24 x 24)
courtesy of NIST.) (size 28 = 28)

£
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Convolutional Neural Networks (CNNs)

Let us consider w as a kernel and let &, , denote image or pooled feature values,
depending on the layer. The convolution at any point (X,y) is given by:

Wk Qyy = Z Z Wik Ax—1,y-k
I k

We can consider to relabel the indexes (taking into account the kernel receptive field) and
write the convolution as:

N
W % ax'y = z W]Cl]
j=1

If we then consider a bias b:

N
Zx,y=ZWjaj+b=W*ax,y+b




CNNs: forward pass

N
Zx,y - z W]a] + b =W * ax,y + b ‘ ax’y = h(Zx,y)
= |

activation function

Considering connections in subsequent layers, the following relationship holds:

Zey(8) = ) ) Wige () Gy (£ = 1) + (D) =
Il k

= w(£) * ayy (£ — 1) + b(£)

) Ay (D) = h(2ey (D)




CNNs: backpropagation

Oxy(£) = Output error of CNN with respect to each neuron in the network

82y (£)

We express it as a function of the following layer using the chain rule:

SE SE  8zy,(£+1) 82,,(¢ + 1)
=22 ORI
020y (6)  Lulabz,,(0+ 1) b2, (6) Ll 822, (£)

2y (£) —ZZ%@H) e ’Zzwlkwm h(Zu-tp-(D)) + b€ + 1)

|

5x,y (3) =

Derivative is zerounlessu -l =xandv-k=y 12 gl

AAAAAAAAAA



CNNs: backpropagation

5
5,y (£) = Z Z Sun + D5~ [Z Z Wik (€ + 1) h(zyrok () + b(£ + 1)

l u-l=xandv-k=y

6x,y (£) = 2 z 5u,v (£+1) Wu—x,v—y (£+1) h,(zx,y (3))

4

Sy (8) = W (7 () ) ) 8up(@+ 1) Wy (@ + 1)

4

Sy () =R (2 (£)) bxy (@ + D) xw_y_, (£ + 1)

4

Sy () = N (2xy(£)) [6xy (£ + 1) *x10t180(W(£ + 1))]

LLLLLLL
IIIIIIIIIIII
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CNNs: backpropagation

Express the error as a function of weights:

) SE 6z, ,(¥) 82y (f)
= E § = E E 5x,y ()
SwWyk 5Zx,y (£) Owyy SWy
X y X Yy

-y @) — [Z > W) h(zeoye( = 1) + b(f)]
' L k
x y

_ Z Z 8y (®) M(2Zx—yy—r (£ — 1))
X Yy
= ) ) Buy(® @iy (€= 1)
x Yy

= z Z 8y (£) A (—x)~(-y) (£ — 1)
x: gl,k(f) *xrot180(a (£ — 1))




CNNs: backpropagation

In a gradient descent approach:

OE
5Wl,k

wik() =w () —a

4

Wi (£) = wip(£) — a 6 (£) * rot180(a(? — 1))

and

SE
b(£) = b(8) ~ a gy = b(E) - azx:zy:@y({’)




Step

Step 1

Step 2

Step3

Step 4

CNNs: backpropagation

Description

Input images

Forward pass

Backpropagation

Update parameters

a(0) = set of image pixel values

Zyy(£) =w(@) xa,, (£ —1) + b({)

Qry(®) = h (20 (B)) fort =12, .., Lc

Sxy (@) = N2y (£)) [6x,y (£ + 1) *x10t180(W(£ + 1))]
for{=L,—1,Lc—2,..,1

Wi (€) = wy(£) — a &, (£) x rot180(a(? — 1))

5E
b(£) = b(8) ~ ay o = b(£) - aZ Z 5y (£)




CNNs: example

Purpose —> image recognition

FIGURE 12.45
CNN with one
convolutional
layer used to =
learn to recognize — T =
the images in Fig. ~ _ ]
12.46. L —> g _
-
Two pooled
feature maps
Image of size 6 x 6 Twsz:ia;:;&}:n:pﬂ of size 2 x 2
Fully connected

two-layer neural net

\ }
|

2 kernels of size 3x3, stride 1




CNNs: example

"

11

Training Image Set Test Image Set

-
|

AGURE 1246 Left: Training images. Top row: Samples of a dark horizontal stripe. Center row: Samples of a centered
dark square. Bottom row: Samples of a dark vertical stripe. Right: Noisy samples of the three categories on the left,
created by adding Gaussian noise of zero mean and unit variance to the samples on the left. (All images are B-bit
grayscale images. )
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3.0132
wy = |0.9718

-

CNNs: example

FIGURE 12.47

Training MSE as a

function of epoch
for the images in
Fig. 12.46. Perfect
recognition of the
training and test
sets was achieved
after approxi-
mately 100
epochs, despite
the fact that the
MSE was rela-
tively high there.
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