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IMAGE SEGMENTATION BASICS



The principal goal of the segmentation 
process is to partition an
image into connected regions that are 
homogeneous
with respect to one or more features

E.g. partition the images into meaningful 
regions of anatomical interest + relevant 
treatment planning volumes

Relevant for accurate treatment 
planning

Image segmentation

Med Phys. 2014 May;41(5):050902.



Manual segmentation

Journal of Medical Imaging and Radiation Oncology 54 (2010) 401–410

Inter (intra)-expert variability 
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Uncertainties in segmentation:
• Inter-expert
• Intra-expert variability



Peters L.J. et al. J Clin Oncol 2010.

Large international phase III trial evaluating radiotherapy with concurrent cisplatin 
plus tirapazamine for advanced head and neck cancer

Impact of segmentation errors



The most commonly used segmentation techniques can be classified into two 
broad categories:

region segmentation
techniques that look for the regions satisfying a given homogeneity 
criterion

edge-based segmentation
look for edges between regions with different characteristics 

Classical common approaches



Thresholding
A threshold is selected, and an image is divided into groups of voxels having values 
less than the threshold and groups of voxels with values greater or equal to the 
threshold

Region growing
Another class of region segmentation algorithms that assign adjacent voxels or 
regions to the same segment if their image values are close enough, according to 
some preselected criterion of similarity, starting from initialization seeds

Clustering
Achieves region segmentation by automatically partitioning the image into sets or 
clusters of voxels that have strong similarity

Region segmentation



Global thresholding

𝑔 𝑥, 𝑦 = ቊ
1 𝑖𝑓 𝑓 𝑥, 𝑦 > 𝑇

0 𝑖𝑓 𝑓 𝑥, 𝑦 ≤ 𝑇



Thresholding and noise



7 x 7 median filter

9 x 9 median filter

Noise filtering



Otsu thresholding

Key assumptions:
• Histogram (and the image) are bimodal (i.e. 2 classes, object and background)
• No use of spatial coherence, nor any other notion of object structure
• Assumes stationary (overall) statistics, but can be modified to be locally adaptive
• Assumes uniform signal throughout the image (implicitly), so the bimodal 

brightness behavior arises from object appearance differences only



In Otsu's method we exhaustively search for the threshold that minimizes the intra-class 
variance (the variance within the class), defined as a weighted sum of variances of the two 
classes as a function of threshold t

𝜎𝑤
2 t = 𝑤0 t 𝜎0

2 t +𝑤1 t 𝜎1
2 t

Otsu shows that minimizing the intra-class variance is the same as maximizing inter-class 
variance (between classes):

𝜎𝑏
2 t = 𝜎2 − 𝜎𝑤

2 t

Based on a very simple idea: find the threshold that minimizes the weighted within-class 
variance

Otsu thresholding

Variance of the two classes, weighted by the relative contribution (# voxels)

Total image variance



Otsu thresholding



Otsu thresholding



Local adaptive thresholding

• Local thresholds can be determined by splitting an image into 
subimages and calculating thresholds for each subimage

• An image is first divided into subimages and the histograms are 
calculated for each subimage

• The subimages used should be large enough to include both 
object and background voxels

• If a histogram is unimodal, the threshold can be assigned by 
interpolation from the local thresholds found for nearby 
subimages



Local adaptive thresholding



Variable thresholding - local image properties

Let us consider a neighborhood Sxy centered at coordinates (x,y) in an image, with 
local mean mxy and standard deviation σxy.

Common forms of variable threshold are implemented as:

𝑔 𝑥, 𝑦 = ൝
1 𝑖𝑓 𝑓(𝑥, 𝑦) > 𝑇𝑥𝑦
0 𝑖𝑓 𝑓(𝑥, 𝑦) ≤ 𝑇𝑥𝑦

with

𝑇𝑥𝑦 = 𝑎𝜎𝑥𝑦 + 𝑏𝑚𝑥𝑦

or
𝑇𝑥𝑦 = 𝑎𝜎𝑥𝑦 + 𝑏𝑚𝐺

where a,b are nonnegative constants and mG is the global mean of image intensities



Region growing

• Region growing starts with a pixel or 
a group of pixels (called seeds) that 
belong to the structure of interest

• Seeds can be chosen by an operator 
or provided by an automatic seed 
finding procedure

• In the next step neighboring pixels 
(connectivity needs to be defined) 
are examined one at a time and 
added to the growing region, if they 
are sufficiently similar based on a 
uniformity test (also called a 
homogeneity criterion)

• The procedure continues until no 
more pixels can be added



Homogeneity criteria examples:
- Voxel intensity in a given range
- Average voxel intensity in the region within a given range
- Standard deviation of voxel intenisites in the region in a given range

Region growing

Results may be “noisy” 
depending on:
• Image noise 
• Initial seeds
• Selected homogeneity 

criterion



Region growth may “leak” 
through a single weak spot

in the boundary 

Region growing: limitations



Region growing: seed placement

Lung segmentation example:
• Automatic seed placement for left / right lung
• Additional check on intensities (move to neighbor voxels if high intensity is 

selected)



Region growing example

• The line search is applied in equally spaced 
directions originating from the maximum 
(x0, y0)

• A pixel is considered to be on the edge if it 
provides the maximal slope value s(x,y)

• Next, the edge points are used as seeds for 
region growing with a spatial constraint 
(growing the region inward, toward local 
maximum), and an intensity constraint
(including pixels with intensity values 
increasing monotonically toward the local 
maximum)

Hill climbing algorithm



K-Means Clustering

Segmentation allows to identify a predefined number (k) of regions:
• The main idea is to define k centroids, one for each cluster. 
• Centroids are updated till all points are assigned to each cluster

The algorithm minimizes iteratively the following cost function:

Voxels can be identified (multi-dimensional vector xi) using different properties: intensity, 
coordinates, additional features:
• applicable on gray-level images or after thresholding (binary images)
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• Initialization step

1. pick k cluster centers randomly (or initialize)

K-Means Clustering: algorithm



• Initialization step
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K-Means Clustering: algorithm



• Initialization step

1. pick k cluster centers randomly (or initialize)

2. assign each sample to closest center

K-Means Clustering: algorithm



• Initialization step
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K-Means Clustering: algorithm



• Initialization step
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• Initialization step

1. pick k cluster centers randomly (or initialize)

2. assign each sample to closest center

• Iteration steps

1. compute means in each cluster

2. re-assign each sample to the closest mean

• Iterate until clusters stop changing
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K-Means Clustering

Result is highly sensitive to image noise



Edge-based segmentation



Edge-based segmentation

Derivative filters:
• First order
• Second order

Followed by a threshold to highlight 
the edge of interest (1st order)

Zero crossing for 2nd order (Laplacian)



Edge detection masks



First order filter



Sensitivity to noise



Marr-Hildreth algorithm
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Gaussian function

The Marr-Hildreth algorithm for edge detection is based on the zero-crossings of 
the Laplacian of the Gaussian operator

Laplacian of Gaussian (LoG)



Marr-Hildreth algorithm

zero crossing at  𝑥2 + 𝑦2 = 2𝜎2



Marr-Hildreth algorithm

The Marr-Hildreth algorithm entails the following steps:

• Convolving the input image with a LoG kernel

𝑔 𝑥, 𝑦 = 𝛻2𝐺(𝑥, 𝑦) ∗ 𝑓(𝑥, 𝑦)

• Determine the zero crossing of g(x,y) to localize edges in f(x,y)

As the Laplacian and convolution operations are linear processes, we can also write the 
expression above as:

𝑔 𝑥, 𝑦 = 𝛻2 𝐺(𝑥, 𝑦) ∗ 𝑓(𝑥, 𝑦)

Where we indicate that the image is first smoothed by a Gaussian kernel and then filtered 
through the Laplacian operator.



Marr-Hildreth algorithm



Canny edge detection

The Canny algorithm approach is based on the following objectives:

• Low error rate
• all edges should be found, with no spurious responses

• Edge points should be well localized
• found edges as close as possible to the true edges

• Single edge point response
• the algorithm should not localize multiple edge pixels where a single 

edge point exists



Canny edge detection

Algorithm
1. Smooth image with a Gaussian - optimizes the trade-off between noise
filtering and edge localization
2. Compute the Gradient magnitude using approximations of partial 
derivatives (e.g. with Sobel operator)
3. Thin edge by applying non-maxima suppression to the gradient magnitude 
4. Detect edges by double thresholding



Canny: gradient

𝛻f x, y =
𝐺𝑥
𝐺𝑦
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Sobel operator



Canny: non-maxima suppression

The algorithm is for each pixel in the gradient image:
1. Round the gradient direction θ to nearest 45 degrees
2. Compare the edge strength of the current pixel with the edge strength of the pixel in 
the positive and negative gradient direction. I.e. if the gradient direction is north 
(theta=90◦), compare with the pixels to the north and south
3. If the edge strength of the current pixel is largest; preserve the value of the edge 
strength. If not, suppress (i.e. remove) the value



Canny: double thresholding (1)

The Canny edge detection algorithm uses double thresholding (high + low threshold):
• Edge pixels stronger than the high threshold are marked as Strong
• Edge pixels weaker than the low threshold are suppressed and edge pixels between the 

two thresholds are marked as Weak



Canny: double thresholding (2)

• Strong edges will (almost) only be due to true edges in the original image
• The weak edges can either be due to true edges or noise/color variations: weak edges due 

to true edges are much more likely to be connected directly to strong edges
• Edge tracking can be implemented by BLOB-analysis (Binary Large OBject). The edge pixels 

are divided into connected BLOB’s using 8-connected neighbourhood. BLOB’s containing at 
least one strong edge pixel are then preserved, while other BLOB’s are suppressed



Watershed

To understand the watershed, one can think of an 
image as a surface where the bright pixels represent 
mountaintops and the dark pixels valleys. The surface 
is punctured in some of the valleys, and then slowly 
submerged into a water bath. The water will pour in 
each puncture and start to fill the valleys.

It requires selection of at least one marker (“seed” 
point) interior to each object of the image, including 
the background as a separate object

The watershed algorithm can be used directly on the 
image, or on an edge enhanced image (e.g. Sobel)



Watershed


