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Image processing system

Digital image processing performed at 2 levels:

• Hardware level

• Digitizer (transform into a digital image)

• ALU (Arithmetic Logic Unit): performs arithmetic and 
logical operations in parallel on the entire image (e.g. 
averaging frames)

• Software level:

• Image processing software

• GPUs (Graphic Processing Units) often used to run 
software to improve performance (parallel coding)

Acquisition front-end:
• Optimized for 

speed
• Manages 

operations that 
have to be 
performed fast)



Image enhancement

Image enhancement

• Image processing procedure aiming at producing an output 
image which is more suitable for a specific application

• Available techniques are problem oriented

We can classify two main techniques:

• Enhancement in the spatial domain
– Direct manipulation of pixels/voxels (spatial samples)

• Enhancement in the frequency domain
– Modification in a transform domain (e.g. Fourier)

Combinations 
thereof



Image sampling / quantization

Let us assume x = 0,1,2,…,M-1  and y = 0,1,2,…,N-1

𝑓 𝑥, 𝑦 =

𝑓(0,0) 𝑓(0,1) … 𝑓(0, 𝑁 − 1)
𝑓(1,0)
…

⋱
𝑓(1, 𝑁 − 1)

…
𝑓(𝑀 − 1,0) 𝑓(𝑀 − 1,1) … 𝑓(𝑀 − 1,𝑁 − 1)

where each single entry can take intensity values 
coded in a given number of bits. Let us assume L is 
the total number of bits, then intensity values are 
in the range:

(0,…,2L-1)



Noise and saturation

Dynamic range = range of values spanned by the imaging system (min / max measurable 
intensities)

The upper limit is determined mainly by saturation and the lower limit by noise (more 
visible at lower intensities)

Image contrast = difference in intensity between the highest and lowest intensity levels in 
the image

saturation

noise



Digital image size

𝑏 = 𝑀 ×𝑁 × 𝐿

In an M x N image where intensities are coded with L bits, the number of bits b that is 
required to store the image is:

Assuming M = N

𝑏 = 𝑁2 × 𝐿

𝐿
≈



Indexing of image coordinates

Pixels / voxels are identified by their 2-3D coordinates. In programming image
processing algorithms, identifiers are often replaced by a linear index α (line or column
wise)

𝛼 = 𝑀𝑦 + 𝑥 𝑥 = 𝛼 𝑚𝑜𝑑 𝑀 𝑦 = 𝛼 − 𝑥 /𝑀

Remainder of the division

x

y

Image f(x, y)

(0, 0) α = 0

(M -  1, 0) α = M -  1 (M -  1, N -  1) α = MN -  1

(0, 1) α = M
(0, 2) α = 2M

(M -  1, 1) α = 2M -  1

Image f( f f x, y)

α=0

α=M

α=2M

α=M-1

α=2M-1

α=MN-1



Spatial resolution

Spatial resolution is a measure of the smallest discernible detail in an image
Quantitatively it can be expressed as:
• Line pairs per unit distance (more common in medical imaging) = number of 

discernible line pairs per unit distance (cm or mm)
• Dots (pixels) per unit distance (e.g. DPI = dots per inch)

https://doi.org/10.1148/radiol.2018180188



Spatial resolution

Original 512 x 512 pixels



Modulation transfer function



Modulation transfer function

The modulation Transfer Function (MTF) is a way to incorporate spatial resolution and 
image contrast into a single specification

At a given spatial frequency f :
• Compute intensity modulation

𝑀 𝑓 =
max 𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦 − min(𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦)

max 𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦 + min(𝑖𝑛𝑡𝑒𝑛𝑠𝑖𝑡𝑦)

• Normalize modulation values 
between 0 and 1 (divide by 
maximum modulation) MTF(f)

Frequency [lp/cm]

M
TF

1
ideal

input output

input output



Intensity resolution

• Intensity resolution is the smallest discernible change in intensity levels

• It is common practice to quantify the intensity resolution with the number of bits 
used to quantify intensities

• Based on hardware considerations the number of intensity levels is usually a 
power of two, with most common choices at 8 bits or 16 bits (in most medical 
images)

• The real discernible change depends on noise, saturation and the capabilities in 
human perception



Intensity resolution



Image interpolation

Interpolation is the process of using known data to estimate values at unknown locations

This applies also to digital images when we need to calculate image intensities at spatial 
locations that differ from the samples we have (known intensities in correspondence of 
the sampling grid)

Example of applications:
• Image zooming / shrinking (change of resolution)
• Application of image transformations

Simplest approach: pick the intensity values of the closest 
known sample

Nearest neighbor interpolation

Change of sampling grid

Original grid

Updated grid



Image interpolation

A more suitable approach is bilinear interpolation, in which we use the four nearest 
neighbors to estimate the intensity at a given location.

Let (x,y) denote the coordinates of the locations where we need to assign an intensity 
value v (x,y).

For bilinear interpolation, the assigned value is obtained using the following equation:

𝑣 𝑥, 𝑦 = 𝑎𝑥 + 𝑏𝑦 + 𝑐𝑥𝑦 + 𝑑

Where the four coefficients (a,b,c,d) are determined from the 4 equations that can be 
written using the four nearest neighbors.

The next level is bicubic interpolation, which involves the sixteen nearest neighbors of a 
point:

𝑣 𝑥, 𝑦 =෍

𝑖=0

3

෍

𝑗=0

3

𝑎𝑖𝑗𝑥
𝑖𝑦𝑗



Image interpolation

Original image Nearest neighbor Bilinear Bicubic

Example: image rotated and then rotated back using different interpolation methods:



Relationships between pixels

We review here the most important relationships between pixels / voxels in a 
digital image:

• Neighbors of a pixel

• Adjacency, connectivity regions and boundaries

• Distance measures



Neighbours 

Neighborhoods are defined based on pixel coordinates:
• 4-neighborhood N4(p)

• 8-neighborhood N8(p) = N4(p) + ND(p)  includes the 4-neighborhood plus diagonal 
pixels

Neighborhoods are said to be closed if they contain the central pixel (x,y), open 
otherwise



Adjacency

Adjacency is defined based on the intensity value (same intensity or intensities in the 
same range V).

Three types of adjacency are defined:
• 4-adjacency Two pixels p and q are defined 4-adjacent if q is in the set N4(p)

• 8-adjacency Two pixels p and q are defined 8-adjacent if q is in the set N8(p)

• m-adjacency (mixed adjacency)  Two pixels p and q are m-adjacent if:
• q is in the set N4(p) or

• q is in the set ND(p) and the set N4(p) ∩ N4(q) has no pixels whose values are 
from V

8-adjacency m-adjacency



Digital path and connectivity

A digital path (or curve) from pixel p with coordinates (x0 ,y0) to (xn ,yn) is a sequence of 
distinct pixels with coordinates:

(x0 ,y0), (x1 ,y1) ,…, (xn,yn) 

where points (xi ,yi) and (xi-1 ,yi-1) are adjacent for 1 ≤ i ≤ n (length of the path).

If (x0 ,y0) = (xn ,yn) the path is a closed path.

8-path m-path



Digital path and connectivity

• Let S represent a subset of pixels in an image.

• Two pixels p and q are said to be connected in S if there exist a path between them 
consisting entirely of pixels in S

• For any pixel p in S, the set of pixels that are connected to it in S is called a 
connected component of S

• If S has only one component, and that component is connected, then S is called a 
connected set

• A connected set in a digital image is called an image region R



Connectivity regions

• Two regions Ri and Rj are said to be adjacent if their union forms a connected set. 

• The type of adjacency (4-adjacency and 8-adjacency) must be specified

• Two regions that are not adjacent are said to be disjoint

Example

These 2 regions are 8-adjacent but not 4-adjacent



Boundaries and borders

• Suppose an image contains K disjoint regions, Rk, k = 1,2,…,K, none of which 
touches the border

• Let Ru denote the union of all the K regions, and let (Ru)c denote its complement (the 
complement of A is the set of elements that are not in A).

• We call all the points in Ru the foreground of the image, and all points in (Ru)c the 
background

• The boundary (also called border or contour) of a region R is the set of pixels in R 

that are adjacent to pixels in the complement of R

• In other words, the boundary of a region is the set of pixels in the region that have 
at least one background neighbor (please note the type of adjacency needs to be 
defined

• The boundary of a region is also called inner border, whereas the outer border is the 
corresponding border in the background



Boundaries and borders

The circled point is not a member of the border of the 
1-valued region if 4-connectivity is used to define 
adjacency

As a rule, adjacency between points in a region and its 
background is defined using 8-connectivty to handle 
these situations 

The outer border typically satisfies the property 
of being a closed path 



Boundaries and edges

• The boundary of a finite region forms a closed path and is thus a “global” concept

• An edge is instead a “local” concept, as it manly relies on measures of intensity level 
discontinuity at a given point (typically the gradient)

• It is possible to link edge points into segments and sometimes these segments are 
linked in such a way that they correspond to boundaries, but this is not always the 
case

• The only case where boundaries and edges correspond is when binary images are 
considered



Distance measures

For pixels p, q and s, with coordinates (x,y), (u,v) and (w,z), respectively, D is a distance 
function or metric if these conditions are satisfied:

• D(p,q) ≥ 0    (D(p,q) = 0 if p =q)

• D(p,q) = D(q,p)

• D(p,s) ≤ D(p,q) + D(q,s)

Examples of distance functions:

𝐷𝑒 𝑝, 𝑞 = (𝑥 − 𝑢)2+(𝑦 − 𝑣)2
1

2 Euclidean distance

𝐷4 𝑝, 𝑞 = 𝑥 − 𝑢 + 𝑦 − 𝑣 City-block distance

𝐷8 𝑝, 𝑞 = max( 𝑥 − 𝑢 , 𝑦 − 𝑣 ) Chessboard distance



Distance measures

𝐷4 𝑝, 𝑞 = 𝑥 − 𝑢 + 𝑦 − 𝑣 City-block distance
Pixels having D4 distance = 1 form a diamond around the central point (4-neighbors) 

2
2 1 2

2 1 0 1 2
2 1 2

2

values represent the D4 distance from the center (0)

𝐷8 𝑝, 𝑞 = max( 𝑥 − 𝑢 , 𝑦 − 𝑣 ) Chessboard distance
Pixels having D8 distance = 1 are the 8-neighbors of the central point 

2 2 2 2 2
2 1 1 1 2
2 1 0 1 2
2 1 1 1 2
2 2 2 2 2

values represent the D8 distance from the center (0)



Basic mathematical tools

• Elementwise vs. matrix operations

• Linear vs. non linear operations

• Arithmetic operations



Elementwise vs. matrix operations

• Let us consider the following 2 x 2 images:

and

• The elementwise product (denoted with ⊗) is:

• Matrix multiplication:

• We will assume elementwise operations unless stated otherwise

𝑎11 𝑎12
𝑎21 𝑎22

𝑏11 𝑏12
𝑏21 𝑏22

𝑎11 𝑎12
𝑎21 𝑎22

⊗
𝑏11 𝑏12
𝑏21 𝑏22

=
𝑎11𝑏11 𝑎12𝑏12
𝑎21𝑏21 𝑎22𝑏22

𝑎11 𝑎12
𝑎21 𝑎22

𝑏11 𝑏12
𝑏21 𝑏22

=
𝑎11𝑏11 + 𝑎12𝑏21 𝑎11𝑏12 + 𝑎12𝑏22
𝑎21𝑏11 + 𝑎22𝑏21 𝑎21𝑏12 + 𝑎22𝑏22



Linear vs. nonlinear operations

• Consider a general operator ℋ that produces an output image from an input one:

ℋ 𝑓 𝑥, 𝑦 = 𝑔(𝑥, 𝑦)

• Given the arbitrary constants a and b, and two arbitrary images f1(x,y) and f2(x,y), ℋ
is said to be a linear operator if:

ℋ 𝑎𝑓1 𝑥, 𝑦 + 𝑏𝑓2 𝑥, 𝑦 = 𝑎𝑔1 𝑥, 𝑦 + 𝑏𝑔2 𝑥, 𝑦

• Some important operators are linear, other even simple operators are not, such as 
the max operator.

Example: a = 1, b = -1 𝑓1=
0 2
2 3

and 𝑓2=
6 5
4 7

𝑚𝑎𝑥 1
0 2
2 3

+ (−1)
6 5
4 7

= 𝑚𝑎𝑥
−6 −3
−2 −4

= −2

1 𝑚𝑎𝑥
0 2
2 3

+ −1 𝑚𝑎𝑥
6 5
4 7

= −4



Arithmetic operations

Basic arithmetic operations, to be intended as elementwise operations:

• 𝑠 𝑥, 𝑦 = 𝑓 𝑥, 𝑦 + 𝑔 𝑥, 𝑦 sum

• 𝑑 𝑥, 𝑦 = 𝑓 𝑥, 𝑦 − 𝑔 𝑥, 𝑦 difference

• 𝑝 𝑥, 𝑦 = 𝑓 𝑥, 𝑦 × 𝑔 𝑥, 𝑦 product

• 𝑣 𝑥, 𝑦 = 𝑓 𝑥, 𝑦 ÷ 𝑔 𝑥, 𝑦 ratio

These operations require the images to be of the same size



Using image addition to reduce noise

Suppose that g(x,y) is a corrupted image formed by the addition of noise to a noiseless 
image f(x,y):

𝑔 𝑥, 𝑦 = 𝑓 𝑥, 𝑦 + 𝜂 𝑥, 𝑦

If we assume that the noise is uncorrelated at each pixel positon, zero on average and 
uncorrelated to image intensities, then considering:

ҧ𝑔 𝑥, 𝑦 =
1

𝐾
෍

𝑖=1

𝐾

𝑔𝑖(𝑥, 𝑦)

It follows that:

𝐸 ҧ𝑔(𝑥, 𝑦) = f x, y

𝜎ത𝑔(𝑥,𝑦)
2 =

1

𝐾
𝜎𝜂(𝑥,𝑦)
2



Using image addition to reduce noise

10.1016/j.neuroimage.2015.07.074

Example: Diffusion weighted MRI



Image subtraction to improve contrast



Shading correction



Image masking



Set and logical operations

• Subset 𝐴 ⊆ 𝐵

• Union 𝐴 ∪ 𝐵

• Intersection 𝐴 ∩ 𝐵
disjoint / mutually exclusive 𝐴 ∩ 𝐵 =⊘

• Complement  𝐴𝐶 = 𝑤|𝑤 ∉ 𝐴

• Difference 𝐴 − 𝐵 = 𝑤|𝑤 ∈ 𝐴,𝑤 ∉ 𝐵 = 𝐴 ∩ 𝐵𝐶

• Reflection ෠𝐵 = 𝑤|𝑤 = −𝑏, 𝑏 ∈ 𝐵

• Translation (𝐴)𝑧= 𝑐|𝑐 = 𝑎 + 𝑧, 𝑎 ∈ 𝐴



Set and logical operations



Set and logical operations



• The principal logic operations used in image 
processing 

are:  AND, OR, NOT (COMPLEMENT)

• Logic operations are preformed on a voxel by 
voxel basis between corresponding  voxels 
(bitwise)

• Other important logic operations : 

XOR (exclusive OR), NAND (NOT-AND)

Logic operations



Logic operations



Geometric transforms

𝑥′
𝑦′
1

= 𝑨
𝑥
𝑦
1

=
𝑎11 𝑎12 𝑎13
𝑎21 𝑎22 𝑎23
0 0 1

𝑥
𝑦
1

Affine transformation, expressed in homogeneous coordinates:

This transformation can scale, rotate, translate or sheer the image, depending on the 
values of single elements in the matrix.





Image transforms

T(u, v)

Transform
Operation

R

Inverse

transform

Transform domain

R[T(u, v)]

f (x, y) g(x, y)

Spatial

domain

Spatial

domain

Let us consider a 2D linear transform:

𝑇 𝑢. 𝑣 = ෍

𝑥=0

𝑀−1

෍

𝑦=0

𝑁−1

𝑓 𝑥, 𝑦 𝑟(𝑥, 𝑦, 𝑢, 𝑣)

Similarly, an inverse transformation kernel exists from the transform to the image domain.

Transform 
variables

Forward transformation 
kernel



Image transforms

The forward transformation kernel is said to be separable if:

𝑟 𝑥, 𝑦, 𝑢, 𝑣 = 𝑟1(𝑥, 𝑢) 𝑟2(𝑦, 𝑣)

In addition, the kernel is said to be symmetric if the separable functions are functionally 
equal, i.e.

𝑟 𝑥, 𝑦, 𝑢, 𝑣 = 𝑟1 𝑥, 𝑢 𝑟1(𝑦, 𝑣)

The same definitions apply also to the inverse kernel



Image transforms

A transform of particular importance is the Fourier transform:

𝑟 𝑥, 𝑦, 𝑢, 𝑣 = 𝑒−𝑗2𝜋(
𝑢𝑥
𝑀+

𝑣𝑦
𝑁 )

𝑠 𝑥, 𝑦, 𝑢, 𝑣 = 𝑟−1 𝑥, 𝑦, 𝑢, 𝑣 =
1

𝑀𝑁
𝑒𝑗2𝜋(

𝑢𝑥
𝑀+

𝑣𝑦
𝑁 )

Therefore, the direct and inverse transform can be expressed as follows:

𝑇 𝑢. 𝑣 = ෍

𝑥=0

𝑀−1

෍

𝑦=0

𝑁−1

𝑓 𝑥, 𝑦 𝑒−𝑗2𝜋(
𝑢𝑥
𝑀+

𝑣𝑦
𝑁 )

𝑓 𝑥. 𝑦 =
1

𝑀𝑁
෍

𝑥=0

𝑀−1

෍

𝑦=0

𝑁−1

𝑇 𝑢, 𝑣 𝑒𝑗2𝜋(
𝑢𝑥
𝑀+

𝑣𝑦
𝑁 )

It can be shown that the Fourier kernel are separable and symmetric.


